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Introduction

Motivation:

e Markov games model multi-agent reinforcement learning, and typically as-
sume full access to state information.

* In many cases state is noisy or partially observed: autonomous driving,
multi-robot control, strategic games of imperfect information.

Open problem:

Learning in partially observable Markov games (POMGs) with provable
convergence to Nash equilibria without relying on centralized control / in-
formation sharing, and without suffering from the curse of multi-agency.

Contributions: We study POMGs with decoupled dynamics and potential struc-
ture. Extending recent advances in finite-window methods for POMDPs to the
game setting, we approximate a POMG P by a Markov game G™, and show:

1. Approximate Nash equilibria (NE) of the Markov game G"* are approxi-
mate NE of the original POMG (see Proposition 1).

2. The game G"" has a near-potential structure (see Proposition 2).
3. Our Algorithm 1 provides an independent learning method with conver-
gence to NE in such POMGs. We obtain quasi-polynomial computational

and sample complexity, and no exponential dependence on N, the number
of players (see Theorem below).

Problem Setting

Decoupled partially observable Markov game (POMG).
e players N :={1,..., N}, finite horizon H, and tabular setting

e state and action spaces S =51 X --- x Syand A= A; x--- x Ay
e state is unobserved, observation spaceis O = O; x --- x Oy
decoupled local dynamics P; 1, (s; n+1 | Sih, @i n)

decoupled local observations O; 1, (0;.n | Si.n)
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Histories, policies, and value function.

e player i’s h-step action-observation histories H! = (A; x O;)"

e for each player i € N, class of history-dependent policies is

:_—[7{{ = {71'7; — (Wi,h)he[H] ‘ UYN R ’}—[?_1 — A(AZ) fOI‘ all h - [H]} ,

e given history 7 = (71,...,7n) € H" 1, a = (a1,...,an) € Ais chosen by m =
(71,...,TN) € H{{ X e X I:]Igf with probability 7, (a | 7) = HieN min(a; | %)

form € 7, let Vi(m) == Ex[>2, 7i.n(sn, an)]

e value functions:

Learning objective.

e fore > 0, we aim to find m € IT* that is an e-approximate Nash equilibrium,
i.e., such that Vi € N and Vx| € 11!, we have V;(7) > Vi(n),7m_;) — ¢

— intractable without further assumptions on game structure and observations

Assumptions.

 potential structure: letIT; == {{m;;, : S — A(A;)};_, }, let T :==TI; x - - - x I .
There exists a potential function ® : II — R s.t. Vi € N, Vr € 11, and Vr, € 11;,

Vi(m) = Vi(ml,m_;) = () — ®(7,, m_;).

e filter stability: dp > Os.t. forall 7,7’ € H" a € A and o € O,
|b(- | 7o (a,0)) = b(- [ 7" o (a,0)llzy < (1= p)[[b(- [ 7) = b(- | 7)1 -
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Approximating POMGs via Near-Potential Games

Superstate Markov game G"'. We approximate the POMG by a Markov game
over m-step windows of local histories; for each player i € V:

Wi, h [[ai,hm][oi,hm]° . [ai,hl][oi,hl]} >[reward R (wh, ah)]

nyh(wi,thl | Wi pyain)

vine: BB oi,h{[ai,h_mﬁ][oz,hmﬁ]. (e[ ]]

Proposition 1 (Nash equilibrium approximation). Let e > 0, and let 7 € IT™
be an e-approximate NE of the superstate Markov game ¢". Under filter
stability, 7 is an (e 4 2¢)*)-approximate NE of P, where €' := 4H?(1 — p)™.

Proposition 2 (Near-potential). Under filter stability, there exists a function
U : II"™ — R such that for all 7 € I, i € N/, and =} € I, we have

(Vi (m) = Vi (i, 7)) — (B () — W(mj, )| < 2€7".

Independent Nash Equilibrium Learning Algorithm

* Objective: given ¢ > 0, learn a finite-window policy m € II"* that is an e-
approximate Nash equilibrium w.r.t. deviations 7} € IT}

* Independent learning: players see only own actions, observations, rewards,
and policies; simultaneous local policy updates (a.k.a. self-play)

Algorithm idea.

e fixing m_; in G™ induces MDP M™-¢ averaged over (w_;, a_;)-visitation

e at each iteration, we estimate (Q-functions of M7™—i for each i € N based on
trajectory samples, and perform simultaneous (soft) policy iteration updates

Algorithm 1: Learning Finite-Window Policy in POMG (at player %)

1: Initialize W,Ef)}z = 1/|A;| forall h € [H].
2: fork=0,1,..., K —1do
3. Collect trajectory 7; = ((af;,t})b, o,gf%, rg})b)le)le by following w,gk).

m 7 F)

4:  Estimate I@’% and 7, , ' based on empirical frequencies.
5. Let Qfgzﬂ(wi, a;) == 0 for all w; € H;m, a; € A;.
6: forh=H,...,1do
7 for w, € H;m, a; € A; do
8 ng}z (wiyai) =7, " (wi,a)
+ 3 P (] | wiyai) ) (af | w)Q (wh, ah).

9: 7T,§’kh+1)(0uz' | w;) = (1— n(k))wgﬁz (ai | w;i) +n™1 {ai € argmax,; Qikg (ws, afb-)}.

Y

Convergence Result

Assumptions.

e sufficient observation noise (see Assumption 3 in [JK26])

e sufficient exploration of underlying states s; € S; (see Assumption 4 in
[JK26])

Theorem. Let ¢ > 0, § > 0, suppose each player i € AN runs Algorithm 1

simultaneously with stepsizes n(*) = ©(1/v N2H3k), and suitably chosen
m, T, and K. Let A = max;cn |Ai|, O = max;ecn |O;]. With probability
1 — 6, 3k € [K] such that 7(*) is an e-approximate Nash equilibrium of the
POMG P. Sample and computational complexity of Algorithm 1 are at most

)O(p1 log(A/(Be)))

log(1/5)) .

Conclusion & Outlook

* The superstate Markov game abstraction provides a useful framework for
designing and analyzing principled algorithms for POMGs.

* We give a tractable independent learning algorithm for a relevant subclass

of POMGs with convergence and sample complexity guarantee.

Open questions: where is the boundary between tractable and intractable
POMG settings? Is state decoupling a necessary restriction?
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